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Abstract

In the EC FP-7 MERASA project a hard real-time capable multi-core
processor is developed. The system-level software representsastraction
layer between application software and embedded hardware. It has to
provide basic functions of a real-time operating system.

This report presents requirements for a multi-threaded hard realtime ca-
pable system-level software in embedded systems and the transféo the
implemented MERASA / CareCore single-core processor showing detks
of the thread management, the dynamic memory management and the re-
source management. It summarizes the MERASA system-level software
version 1 developed for a single multi-threaded core processor ruing on
the CarCore / MERASA SystemC Simulator version 1.

1 Introduction

The main objective of the MERASA' project is the development of a multi-
core processor for hard real-time embedded systems. Simultaneously there is
a need for timing analysis techniques and tools to guarantee the analyzability
and predictability of the features provided by the processor. The MERASA
system-level software provides a fundament for application software running on
such a processor. A veri cation of the contained features will be achieveg hn
integration into pilot studies.

The challenge in this software eld is to guarantee an isolation of memory and
I/O resource accesses of various hard real-time threads running on di erentres

to avoid mutual and possibly unpredictable interferences between hard real-time
threads. The intent of this isolation is also to enable an e ective WCET analysis
of application code. The resulting system software should execute hard real-time
threads in parallel on di erent cores of a multi-core MERASA processor or within
di erent thread slots of simultaneously multithreaded MERASA cores. These
hard real-time threads will potentially run in concert with additional non real-
time threads of mixed application workload. The multi-core MERASA processor
is currently under development. It will be adapted from a simultaneous multi-
threaded (SMT) MERASA core processor that is developed based on the SMT
CarCore processor [11] which is binary compatible to the In neon TriCore.

This report describes the basic system-level software based on the CARQS a
chitecture [3]. In this version it provides functionalities for an SMT single-core
MERASA processor. The full support of the multi-core processor model will be
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enhanced during the next stages of the MERASA project in parallel with the
multi-core development.

This report is organized as follows: Section 2 gives an overview of requireise
arising for a multi-core real-time operating system. In section 3 we preseah
architectural overview, followed by a short description of the user intertz in
section 4. Section 5 shows the implementation of the single parts developed to
accomplish these requirements. Section 6 concludes this paper. The annex nally
shows the detailed information on the user interface.

2 Requirements

In this section, we state the minimum requirements for &eal-Time Operating
System (RTOS) for embedded systems with simultaneous multithreaded (SMT)
and multi-core hardware, and show the basic properties that have to be ful lled.

2.1 Functional Requirements

In general, an operating system (OS) makes the usage of computer hardware
possible. It provides an interface to access system resources like memb@y
devices and to manage the execution of tasks. So we can summarize the common
requirements:

The OS has to manage processes and schedule processor time.
Memory for the applications must be allocated and controlled.
The OS must control and manage the connected devices.

In case of errors and interrupts, they must be handled by the OS.

Figure 1. Combination of requirements for di erent OS types



Operating systems can be categorized into di erent classi cations. So wman
distinguish between single- and multi-user as well as single-threaded and multi-
threaded systems. Depending on response time or execution mode, we can nd
real-time and non-real-time, embedded- or general-purpose computing operating
systems. As our objective is the development of an RTOS for embedded systems
with multithreaded and multi-core hardware, we need a combination of di erent
elds. Figure 1 shows a symbolic intersection of the di erent elds of requirements
and how they must be mixed together. So we rst take a look at the concept of
an RTOS and then add aspects regarding both embedded and SMT systems.

Concept of RTOSs

The key di erence between general-purpose operating systems and real-tinpe o
erating systems is the need for a deterministic timing behaviour. All operating
system services have to consume only known and expected amounts of time. It
is not allowed that a task causes random delays and makes an application miss
real-time deadlines. So most RTOSs do their task scheduling using a scheme
called priority based preemptive schedulingeach task is assigned a priority, with
higher values representing a need for quicker execution. Tpesemptive nature

of the task scheduling enables a fast responsiveness. The scheduler is allowed to
stop a task's execution, if another task needs to run immediately.

Regarding [2] we can summarize the general facets making an OS an RTOS:

The RTOS has to be multi-threaded and preemptible.

Either the notion of thread priority exists, or the RTOS provides a deadline
driven scheduler.

The RTOS supports predictable thread synchronization mechanisms, espe-
cially a system of priority inheritance.

The timing behaviour of the RTOS should be known and predictable.

OSs in embedded environments

Embedded systems are mostly not recognizable as computers, instead they are
hidden inside cars, aeroplanes or everyday objects surrounding and helping us in
our live. A high-level connectivity to the environment through sensoric interfags
providing context data is typical.

The characteristical operation of embedded systems is limited by computer mem-
ory and processing power. The services they provide to their users are usually



constrained by strict time deadlines. When using an OS in embedded environ-
ments, we also have to regard these restrictions on memory and performanc

So, we can outline also the requirements implicated from the eld of embedded
computing:

The embedded OS must be very time and memory e cient.

The OS has to be compact and concentrate on the most necessary functions.

OSs on SMT and multi-core hardware

Simultaneous multithreading (SMT) is the ability to concurrently run programs
divided into subcomponents or threads on a single processor or within a processor
core. While the SMT execution is only apparently parallel, multi-core hardware

o ers real parallelism. However, both mechanisms promise better utilization
of processors and other system resources. As a result they provide a diala
modular environment upon which it is appropriate to write application software.
Working with several tasks in parallel, a multi-threaded or multi-core hardware
can also cause a lot of new potential bugs to be introduced into an application.
So we can add as specic requirement (see [6]) that the OS has to avoid race
conditions or deadlocks caused by timing problems.

2.2 Requirements for the user interface

The developed software should be geared towards common embedded operating
systems. The OSEK consortium [7] de nes the interface of an operating sys-
tem for automotive applications. These speci cations also cover communication
within and between control units, as well as network management. AUTOSAR
[1] as a new standard extends the OSEK speci cations by more speci ¢ hardware
interfaces. Its goals are the modularity, scalability, transferability and re-webility

of functions to provide a standard platform for automotive systems. This enables
system wide con guration and optimization to meet requirements of automotive
devices. As in AUTOSAR all tasks are de ned at compilation and a creation
of new tasks during runtime is not prescribed, it o ers a good opportunity for
worst-case execution time (WCET) analysis.

To facilitate the development of applications, it may also be useful to gear func-
tions towards the popular POSIX [8] interface. Thus, one can provide a familiar
handling of parameters, return values and function names. POSIX is widely used
also in the elds of embedded real-time (e.g. QNX [9]). It will be easy to port

applications developed for other systems using the POSIX interface as well.



On basis of these requirements concerning both functionalities and the user inter-
face, we are now able to propose an architecture for the MERASA systemdév
software that ful lls a combination of concepts concerning a RTOS for embedded
environments with multithreaded and multi-core hardware.

3 Architectural overview

The design of the MERASA system-level software joins several well-known OS
techniques. The basic kernel comprises the most important management func-
tionalities following the microkernel principle. Additional functions may run
outside this kernel as seperate components.

Figure 2: Architecture of the MERASA system-level software

Figure 2 gives an overview of the proposed architecture. The core of the MERA
system-level software contains three components: the Thread Managemehe
Dynamic Memory Management and the Resource Management. These three
parts run on top of the proposed MERASAEmbedded Control Unit(ECU). To
give consideration to the real-time requirements the system-level softwanses
pre-allocation techniques. At the creation of an application, resources are allo
cated as far as possible. So when the application starts running for all resource
accesses real-time behaviour can be guaranteed. The next section will show in



more detail how the application programming interface can be accessed. Sec-
tion 5 describes the working of the kernel parts and especially how the real-time
execution is ensured.

4 Application Programming Interface

Here we describe the programming interface to access the MERASA system-level
software (directoryinclude/ ). It is very similar to the POSIX interface but not

yet fully compliant. This section is a short guide for application programmers
to know where to nd necessary functionalities, whereas the full speci cation is
con ned to the annex. In the rst three parts of this section we specify the func-
tions of the three architectural parts of the architecture. The last part explas
some common header les.

4.1 Thread Management

The Thread Management is split up into two les:

ccthread.h This header provides essential functions for the Thread Management.
It allows the creation of threads and the management of the hardware
thread slots, also taking the threads' priority into account. Also, thread
privileges are de ned here as a base for a security manager.

sync.h Here an interface to access the thread synchronisation mechanisms is
de ned. It is very similar to the POSIX header pthread.h and provides
functions for both mutex and conditional variables.

4.2 Dynamic Memory Management

For the usage of the Dynamic Memory Management it is necessary to utilize the
de nitions from the following header les:

memory.h This header represents the basic le of the memory management.
It provides methods to allocate a speci ed amount of memory or to free
previously allocated blocks of the current thread. As well, one can perform
an copy of non-overlapping memory sections to another address.

memory-desc.h The Dynamic Memory Management of the MERASA system-
level software supports the usage of di erent types of memory. This le
provides functionalities to notify the Dynamic Memory Management about
the availability of memory hardware.



4.3 Resource Management

One basic task of the MERASA system-level software is to enable the usage of
computer hardware. To get a high level of exibility, the hardware resources are
accessed through device drivers. The interface to these drivers and theaerce
management are de ned in two les:

driver.h This header provides macros and data types to write an individual de-
vice driver for the MERASA system-level software. So it can be ensured
that the compiled drivers have the correct le format and layout structure.

drivermanager.h This le enables the management of the device drivers. It
contains functions to install and remove drivers from the system and for an
access of the drivers' functions.

A special resource currently included in the MERASA system-level software ise
Virtual Output. It implements functions very similar to stdio.h with di erent
format modi ers for various data types. In the MERASA simulator the output
is written to STDOUprefaced with some special characters (%#). This enables
an easy way to debug applications but will in uence the timing behaviour of the
application.

4.4 Common header les

Besides the interface to the three main parts of the MERASA system-level soft
ware, there are several common header les:

ccerrno.h This header contains de nitions of error numbers and error types.
These are equal to the error number de nitions de ned by the POSIX
standard.

ccthreadtypes.h In this le, several types used by the operating system's user
interface are de ned.

csfr.h This le provides several Core Special Function Register de nitions.

log.h Especially for debugging this header gives several easy logging facilities.
The output is thread safe and can be written to a log le or toSTDOUT
There are ve prede ned loglevel-stages making it easy to distinguish be-
tween negligible debugging output, interesting warnings and important fatal
errors. The level is set in the make le ¢onfig/config.mk ) for compilation.

memdev.h Here, one can nd de nitions of memory adresses for peripheral de-
vice access.



peripheral-desc.h This header contains a base for peripheral con guration, used
for the initialization of the system. By this means, device drivers can au-
tomatically be loaded at boot-up.

regcarcore.h Here, some de nitions of the CarCore special registers and related
data can be found.

sysmonitor.h This le provides monitoring functionalities of system parameters.
It is possible to get detailed statistics on the usage of global and each
thread's memory.

tcintrinsics.h In this le, some intrinsic functions are de ned to facilitate appli-
cation development.

types.h This header contains platform-speci ¢ de nitions of integer types.

caros.h This le includes all MERASA system-level software headers.

5 Implementation

5.1 Thread Management
Task Scheduler

As mentioned in section 2, the scheduler is the most basic part of the task and
thread management. The MERASA core processor already provides a hardware-
based, real-time capable thread scheduling unit. So, the development of a soft-
ware scheduler is dispensable. Instead, it was necessary to integrate the hardgwa

thread management and create an interface to deal with the hardware thread

slots.

Currently the basic version of the MERASA core processor is equipped with
a xed priority scheduling of four thread slots. Hence, the basic duty for the
thread management is to ensure the correct allocation and deallocation of Hee
slots and the consistent setting of priorities. The system-level softwaremtains
functionalities to create and start threads, to change the scheduling priority of a
thread or to swap the priority with another thread. As threads may be equipped
with privileges like the management of drivers, the creation or modi cation of
other threads or the enhancement of allocated memory, the thread manager also
provides diagnostic tools to read status informations from threads.
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Synchronisation

As a second important task, synchronisation is integrated into the Thread Ma
agement module. It features the conventional mechanisms of lock and conditional
variables to avoid the simultaneous use of a common resource by critical sections
The implementation is similar to the POSIX [8] interface.

Moreover, there must be mechanisms to prevent priority inversion or even at
locks. Our way to avoid this problem is the appliance of priority inheritance, like
proposed in [10]. When a high priority thread tries to lock a resource held by
a low priority thread, the low priority thread is temporary hoisted to the level
of the upper thread. In parallel, the waiting thread is added to a waiting list
ordered by priority, so the execution can be resumed as soon as the mutexi-va
able is unlocked by the current owner. Providing this mechanism of inheritance,
the execution of a resource-locking thread will be continued and no other thigka
will have possibilities to cause delays. Of course, the appliance of priority inher-
itance is also intertwined with the scheduler, because it directly manipulates the
scheduling parameters of the involved threads.

5.2 Dynamic Memory Management

In contrast to most traditional management systems, it is necessary for oarem-
ory management to provide timing guarantees. So we introduce a two-layered
memory management and the use of memory pre-allocation. By this means our
objective is to minimize interferences of several threads among each other and
provide higher exibility for applications at the same time.

On the rst layer { the node level { large blocks of memory are allocated. This
allocation is performed in a mutually exlusive way to keep the state of memory
consistent, so here a blocking of threads can occur. But as this is usually done
before a thread is started, there are no in uences on the real-time behaviour o
the system. On thethread layer the memory management allocates memory to
the executed program in the specic thread. This can be done without locking,
because the memory is taken from the blocks pre-allocated in the node level {
exclusively for the thread.

Alongside we can see another advantage of such a two-layered architecture in
gure 3. As it is always necessary to keep the information, which memory block
belongs to which thread, a lot of management data is needed by putting them
into a linked list including list pointers (LP). In contrast to the conventional
(one-layered) allocation scheme, our list pointers need only be added to the karg
blocks on node level, as shown in 3(b). Apparently, even in this simple example
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some memory can be saved and the management data needed to keep track of
the owners is reduced.

(a) Conventional memory management; the blocks of the threads are highly rixed

(b) Two-stage memory management, the threads' memory is kept separated

Figure 3: Example layout of used memory with two threads; MD: Management
data of the memory allocator, LP: List Pointers to keep track of thread's
memory

When a thread nishes operation and its resources need to be cleaned up, the
two-layered architecture also has its advantages. Only few large blocks mbg
deallocated by the node management. The internal structure of these blocks can
be ignored. Besides, external memory fragmentation is reduced at least on the
node level.

Regarding the implementation, dynamic memory management on the node level
is currently performed by an allocator based on Lea's allocator [4] (DLAIlpc
On the thread level, the user can choose between various implementations of
memory allocators. For non-real-time applications, e ciency of memory usage
can be improved by a best-t allocator like DLAlloc. This variant is fast and
space-conserving but hardly real-time capable. If a real-time application requires
the exibility of dynamic storage allocation, an allocator with bounded execution
time can be used. The Two-Level Segregate Fit (TLSF) allocator, as introduced
by [5], is a general purpose dynamic memory allocator speci cally designed to
meet real-time requirements. Using this alternative, the computation of worst-
case execution time (WCET) is simpli ed. Whereas in DLAlloc, the execution
time depends on the current state of the allocator and on the previous de- /
allocations, TLSF provides a bounded execution time regardless of its former
operation at the cost of higher internal fragmentation.
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In general, the memory management supports di erent types of memory. It
provides functionalities to de ne the con guration, i.e. beginning, end, length
and the cost for the use. By this means, a high exibility of memory structures
will be achieved.

5.3 Resource Management

It is a main task of the system-level software to enable the usage of computer
hardware. As already mentioned, the MERASA system-level software follows the
microkernel principles, i.e. manages only the most essential system resources like
processing time and memory. To gain maximum exibility, hardware devices are
accessed through device drivers. These resources are managed by a dedicat
Resource Managementinit.

The implementation of the resource management, containing a driver as well as a
module manager, is geared towards the POSIX standard [8]. The driver interface
provides functionalities to install and initalize device drivers from an ELE
image and toremovethem from the system. It also contains the generiopen/
close operations as well as access to the devioedd / write operations) and
con guration (ioctl ). Valid con guration values and further parameters depend
on the speci ¢ device and driver.

In the Resource Management the problem of concurrent use of devices can be
reduced to thread synchronisation. For this, the Thread Manager already pro-
vides solutions. However, in future the Resource Management may extend these
mechanisms or implement better solutions.

In general, there is no limitation on the number of drivers supported by the
resource manager. However, this leads to the use of dynamic data structures
within the manager, which cannot guarantee a bounded timing behaviour for
device accesses. For the use in real-time application, anpriori resolution of

the used devices must be made. As the number of devices an application uses
is limited and known in advance, constant-access-time handlers can be arranged
during the preparation of the application's execution environment. Thus, device
accesses can be performed in constant time. The device access for paftime
applications can still be done over a dynamic name resolution or similar.

2Executable and Linkable Format, a common standard le format for executables, object
code and shared libraries
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6 Conclusion

In this report we presented the basic system-level software for a singlere
MERASA processor. It represents an abstraction layer between applicaticoft-
ware and hard real-time capable SMT hardware. The architecture consists of
three main parts: The Thread Manager provides an interface to the hardware-
based real-time capable thread scheduling unit of the MERASA core processor
and mechanisms for thread synchronisation. ThBynamic Memory Management
minimizes interferences of di erent threads by providing a exible two-layered
memory management with memory pre-allocation. Finally, thdResource Man-
agementenables the use of peripheral device drivers.

Regarding the di erent classes of requirements stated in section 2 we cams
marize how they are ful lled in detail: The MERASA system-level software is
multi-threaded and preemptible. It provides mechanisms for thread synchro-
nisation, in particular a system of priority inheritance. As a real-time capa-
ble scheduler is already implemented in the hardware, the system-level software
only guarantees a correct management of scheduling parameters. The timing
behaviour is known and predictable. The system-level software is very compact
because it concentrates on necessary functionalities and provides a fast afid e
cient way of execution. As the two-level dynamic memory management of the
MERASA system-level software keeps the threads' memory separated on node
level, the management e ort of the chunks is reduced. Concerning the multi-
threaded hardware, the software provides mechanisms for synchronisation. So it
is easy for an application programmer to avoid race conditions between di erten
threads running in parallel.

In the future, we want to extend and improve the system-level software. @oern-
ing the thread management, especially the synchronisation unit, it is necessary
to guarantee an avoidance of deadlocks. This can be achieved by the usdgbe
priority ceiling protocol. Moreover, one should consider the bene t of changing all
functions to be a subset of the POSIX interface and provide full compatibility.

However, during the next steps of the MERASA project the full support of the
multi-core processor model will be enhanced in parallel with the multi-core de-
velopment.
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